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DAS/2: A Distributed Annotation System for Biological Data

A. Specific Aims

The Distributed Annotation System (DAS) project provides the scientific community with a robust infrastructure for accessing, sharing and integrating biological information. DAS has gained momentum over the last five years as a method for serving, accessing, and viewing annotations on the human genome and a number of model organism genomes.  DAS specifies a lightweight protocol rather than implementation, encouraging development across a wide range of hardware and software platforms.  Enabling sharing of the cumulative knowledge within the community remains the mission of the DAS/2 project. At this stage the DAS/2 project has advanced to the point where we can transition from building the fundamental infrastructure to deploying and enhancing the technology.  We will utilize the DAS/2 foundation in three key ways:

· Increase the amount of data available by installing DAS/2 annotation servers for as many organisms as feasible, and providing mapping services to transfer features between different sequence assembly versions.

· Add support for distributing macromolecular 3D structures and annotations of those structures.
· Provide more powerful client applications that offer complementary views of biological data, can act in a coordinated way, and enable intuitive curation via DAS/2 write-back capabilities.

The work in this proposal will be performed as a collaboration between Affymetrix Inc., Cold Spring Harbor Labs, Lawrence Berkeley National Laboratory, Rutgers University, and the University of California at Santa Cruz, with consulting provided by Dalke Scientific Software.

A.1. Specific Aim 1: Improve, enhance, and extend DAS specification 

Develop an orderly process for overseeing improvements and extensions to the DAS specification.
Enhance and improve DAS genome annotation specification, including support for propagating annotations from one genome assembly to another.
Extend DAS to access and distribute 3D structure data.
Extend DAS to support communication among multiple DAS clients.
A.2. Specific Aim 2: Implement and Install DAS servers

Implement and install a genome annotation server and genome mapping server at UCSC.
Implement and install GMOD-based DAS annotation servers at model organism database sites.
Implement and install DAS 3D structure reference server and annotation server at PDB.
A.3. Specific Aim 3: Implement and Install DAS Clients

Implement DAS/2 3D structure visualization client.
Implement interclient communication protocol in IGB, Apollo, the 3D structure viewer, and other DAS/2 client applications.
Implement stronger support for the Sequence Ontology in Apollo, IGB, and the 3D structure viewer.
Implement full support for DAS/2 write-back in Apollo to provide DAS-based curation.
Optimize client performance.
Install DAS/2 clients at MOD sites and help modify to support custom visualization and curation.
B. Background & Rationale

The Distributed Annotation System (DAS) is a software protocol designed for sharing genome annotations and other features. The idea for DAS arose from discussions between Lincoln Stein, Sean Eddy and LaDeana Hillier in the fall of 1999. The complete genome of the C. elegans nematode had recently been published1, and a large number of bioinformatics and experimental groups were gearing up to exploit the first animal genome. At that time, there was no central online database for C. elegans biology
, and the dominant mechanism for sharing and publishing information about the C. elegans genome was the ACeDB database management system. Under this model, copies of the entire database were made available via an FTP site at the Sanger Centre (now Sanger Institute). Researchers downloaded this database to their laboratory computers and accessed it via local copies of ACeDB. Researchers could add their own data to their local ACeDB copies, make corrections to gene predictions and other genomic annotations, and in theory send their locally-modified databases back to the Sanger Centre for integration into the master ACeDB copy. In practice, however, the task of integrating many divergent local copies of the database was next to impossible and most of the contributions that individual researchers made to the genomic annotation effort were lost. Our mission then and now is to create an infrastructure that enables the community to easily share their knowledge.

The solution that we envisioned was a protocol for describing and exchanging genomic annotation data that would allow experimentalists and bioinformatics groups to share annotations easily. The system needed to be platform-independent, Internet-ready, and sufficiently lightweight to be implemented by busy bioinformatics support personnel. It should be possible for annotation groups to exchange and integrate bulk data, and for individual biological researchers to integrate data “on the fly” using a viewer application that would fetch genome annotations from multiple sites and construct a single integrated graphical view of a region of interest. Most importantly, the process of annotating and integrating genomic information should not be reliant on a central coordinating authority; research groups should be free to publish their data via the system without first gaining permission from the administrators of a central database.

We believe a number of general design principles have been key to the success of DAS. First is that DAS uses standard and well-understood Internet technologies, primarily HTTP and XML. Second, DAS is a simple specification on top of these standard technologies, making it relatively easy to implement. Third, DAS completely decouples client and server implementations, enabling any client and any server that follow the specification to talk to one another regardless of how they were implemented. Fourth, DAS joins a specification of a standard XML data format together with a standard query mechanism for retrieving data in that format. And fifth, that anyone can provide their own annotations that refer to “authoritative” data without requiring further coordination with the authoritative source. DAS supports this fifth principle by decoupling the authoritative sequence reference server from independent annotation servers.  While successful the original DAS protocol, which we will now call DAS/1, had a number of deficiencies. 

In 2002 we opened a section of the www.biodas.org website for comments from the community in the form of submitted Requests for Comment (RFCs) for a future DAS/2 protocol. During this time we received over a dozen RFCs expressing a wide variety of viewpoints and suggestions, and there was a significant discussion of these RFCs on the mailing list. In addition, there had been a number of experimental implementations of possible DAS/2 architectures. 

Based on this feedback regarding improvements to DAS, we have made major revisions to create a new version of the protocol, DAS/2.  The current status of this work is described in our progress report (section C). The DAS/2 protocol  represents our best sense of what the community needs in a next generation distributed annotation system. We describe our goals and methods for taking the next steps, towards the ideal of a fully collaborative distributed sequence annotation system, in section D, our research plan. 

B.1. DAS Architecture

The main challenge to designing a protocol for sharing genomic features is the complexity of genomic data. The approach we came up with forms the core architecture of DAS, and is diagrammed in Figure 1 and described in detail in Dowell et al. 2001 and at http://www.biodas.org2. In the DAS architecture, all sharing of genomic data occurs across the Internet via two types of network servers, reference servers and annotation servers.  The reference server provides basic information about a genome, including the ability to return the DNA of a selected portion of the genome and the details of the genomic assembly.  Annotation servers provide information about genome sequence annotations. Given a region of interest on the genome, they return a list of records describing the position and type of experimental data, the output of analysis software, notes pertaining to particular sub-regions, and pointers (URLs) for obtaining additional information. 
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Figure 1: The DAS architecture.  Reference servers provide sequence and assembly data. Annotation servers provide annotations located on the sequences .
By intent, this architecture supports the creation of “genome viewers” which can be used as universal browsers to fetch, display and manipulate the information served up by any number of DAS-compliant servers. In Figure 1, for example, the client on the left has connected to a reference server and to annotation servers 1 and 2, creating a customized view that shows the genome assembly served by the reference server overlaid with tracks containing predicted genes served by annotation server 1, and single nucleotide polymorphisms (SNPs) served by annotation server 2. The client on the right has connected to a different set of annotation servers, thereby generating a customized view that displays SNPs from annotation server 2 in the context of genetic markers served by annotation server 3. 

 To make the protocol lightweight and easy enough for busy data providers to implement, we decided that DAS should run on top of the standard HTTP protocol and use the popular XML syntax for all its messages.

One major challenge in designing the DAS is the sheer bulk of the data. A GenBank or EMBL entry that describes annotations on a megabase or more of genomic sequence can be huge, and is not practical for interactive viewing and exploration. To allow rapid interactive browsing and discovery possible, we designed the protocol so that reference and annotation servers could respond to requests for sub-regions of the genome. For example if a researcher is only interested in the region spanning bases 1000-2000 on chromosome 1, the protocol would only need to transmit the information relating to this part of the genome.

Because of the rapid flux of genomic assemblies and annotations, we chose to make the reference server authoritative for a particular genome assembly. Although we weren’t certain about this at the time, we were correct in predicting that such authoritative maps would arise spontaneously, as happened with the NCBI human genome assembly which is used as the coordinate system by all major human genome annotation projects.  Annotation servers must indicate which genome assembly on the reference server is used as the basis for the annotation location coordinates.  This helps prevent version skew between annotation performed on different versions of the assembly.

Work on the DAS protocol commenced in early 2000 and resulted in the first draft specification in the spring of that year. This was followed by a prototype implementation of an ACeDB-based server, and a web-based client. These were used extensively for testing and refinement of the protocol during the spring and summer of 2000, culminating in the release of a 0.98 specification to the public in September 2000.  This was followed by a long period of public comment and several client and server implementations from within the core DAS development group and by interested parties in the BioJava and BioPerl communities.. The version 1.0 release of the specification occurred a year after the initial release, on September 23, 2001. The next major change to DAS occurred in February 2002 with the release of the 1.50 specification. This release added several extensions to DAS to provide more robust exception handling and capabilities testing, but was backward compatible with earlier versions of the protocol. No major changes to the protocol have occurred since that time. The BioDas web site (www.biodas.org) provides a central location for information on DAS and DAS implementations, and there is also an active DAS mailing list. 

DAS/1 has been widely adopted as a mechanism for large genome databases to provide automated access to their data. For example, DAS/1 servers are available at the Ensembl project to serve human and mouse genome annotation data, at The Institute for Genome Research to publish annotations on rice, maize and other cereals, at FlyBase to provide annotations on D. melanogaster, at the Rat Genome Database to serve maps of R. rattus, and at WormBase to serve annotations on the C. elegans genome. DAS/1 is also used internally within some of these projects. For example, DAS/1 is used extensively within the Ensembl project to integrate annotations from loosely linked data sources.
Several open source DAS/1 reference and annotation servers have been released.  LDAS (http://www.biodas.org/servers/LDAS.html) is a small server designed for annotation groups on a tight informatics budget while Dazzle (http://www.biojava.org/dazzle/) and ProServer (http://www.sanger.ac.uk/Software/ analysis/proserver/) are more substantial. There is also a DAS server built into GBrowse (http://www.gmod.org/ggb)l, a web-based genome annotation visualization system that forms part of the Generic Model Organism Database project.
B.2. Coordinate Transformation in the DAS/2 Reference Server

One of the more aggravating obstacles to distributed annotation is the issue of clashing coordinate systems.  Annotations are not always located on the same assembly. Integrating annotations from different sources requires understanding how to convert between their coordinate systems.  DAS/1 and DAS/2 avoid confusion by identifying that annotations are on different assemblies but provide no way to resolve them onto a single view.  We propose in our research plan a strategy for alleviating this problem as part of the DAS/2 protocol, in section D.1.b..

B.3. DAS/2 semantic consistency and the Sequence Ontology

Another significant problem facing any distributed annotation system is the issue of semantics. Not knowing exactly how DAS would be used, we initially deferred the thorny problem of semantic uniformity, instead deciding to provide the protocol with a simple but loose category/type system for describing the nature of annotations. For example, DAS/1 defines a “transcription” category, and the “exon” type is a member of this category. Annotators were free to use the existing DAS/1 types or to define their own, adding new types to existing categories. However, this very cavalier approach was completely unworkable, as it created a Tower of Babel and annotations could not be rationally compared. This problem is now being addressed in the DAS/2 protocol by including references to the Sequence Ontology terms that define the semantics used.

Ontology is all about meaning, and in computer science, ontology is all about making meanings clear enough for a machine to understand. The Sequence Ontology (SO) project’s aim is to provide such computable meanings for sequence annotation types. It addresses the issue of semantics by defining standard feature types. Using the SO, the DAS/2 project can implement rigorous data typing. The concepts in the ontology are structured by relationships, and each relationship has a defined meaning that can be understood by the software.  For example, is_a means the child inherits all attributes of the parent. Thus the position of a concept—its relationships to other concepts—creates a computable definition and provides the basis for inference and automated reasoning. The SO relationships between features are: subclass (is_a), membership (part_of), topological (e.g. adjacent_to) and derivation (derives_from).

Using the SO to describe the relationships between the features means that DAS/2 and other SO-compliant software need only be aware of the defined relationships and be provided with an up-to-date ontology. Software need not hard code feature type definitions since that knowledge is in the ontology; it need only be able to navigate the relationships. When a new term is added to the ontology, the software will be able to determine what relationships and properties it can have. 

B.4. Establishing DAS/2 in the MOD community

The Generic Model Organism Database (GMOD) Project is an open source project, made up of members of the model organism system databases (MODs), whose aim is to jointly develop a complete set of reusable software components suitable for creating and administering a model organism database. Components of this project include genome visualization and editing tools, literature curation tools, a robust database schema, biological ontology tools, and a set of standard operating procedures. NIH and the USDA Agricultural Research Service provide funds for a project coordinator and hosting meetings. Software is contributed and supported through the voluntary participation of members of several MOD projects, including WormBase, FlyBase, Mouse Genome Informatics, Gramene, the Rat Genome Database, TAIR, EcoCyc, and the Saccharomyces Genome Database. This mutual aid has proven tremendously successful for software sharing and re-use. It is through the GMOD project forum that both GBrowse and Apollo have grown so popular and widely adopted. Many other GMOD tools have also become quite popular, and one of these is the core of every MOD: the database schema.

The GMOD database schema is named Chado, and its primary designer, Chris Mungall, is a member of the Berkeley team. Chado consists of a set of independent schema modules for building a model organism relational database. The Chado schema modules now cover sequences and sequence features, database cross-references, taxonomic data, publications and references, and computational sequence analysis data. A key principle of the Chado design is that data typing is handled by an ontology module and not embedded implicitly into the schema itself, therefore making Chado flexible and robust enough to handle changing requirements. Like DAS/2, the Chado schema uses the SO for data typing.  We have partially implemented a DAS/2 server that provides annotation data from a Chado database, and this is discussed in more detail in section C.3. 

B.5. Visualization clients

Any application that accesses data on a DAS server via the DAS protocol can be considered a DAS client, but the most popular DAS clients have been genome viewers that can be classified broadly into two types. First are server-side clients that access DAS servers to generate web-based annotation displays, usually by sending image maps to a web browser. Ensembl’s ContigView web pages are an example of this. The GBrowse genome browser used by WormBase, FlyBase, TAIR, TIGR and SGD uses a similar architecture.  The other type of genome viewers utilizes DAS within standalone desktop applications that access DAS servers, and there are several such open source applications available. As will be described later, two major standalone DAS-compliant browsers are Apollo3, a Java-based genome browser and editor tool (http://www.fruitfly.org/annot/apollo/), and IGB.
IGB and Apollo have a common root; the chief architects began working on annotation workbenches while they were members of the Berkeley Drosophila Genome Project. While there are a number of common elements in these two tools, they differ in fundamental ways because of the different requirements they had to fulfill. IGB has focused on speed, whole genome displays, and transcription data. Apollo has focused on tools for editing exon-intron structures and other detailed genomic features. As described in the specific aims, we are choosing to accentuate these differences, rather than blending the two applications into one, because this will provide us with a framework for incremental growth and the ready incorporation of other visualization clients.

B.5.a. IGB

The Integrated Genome Browser (IGB) is an application developed at Affymetrix to visualize genomic annotations.  Given the increasing flood of genome-scale experimental and computational methods, IGB was designed to efficiently load, model, and visualize large amounts of data.  Users routinely load hundreds of thousands of sequence annotations at once, and IGB provides coverage and density renderings to summarize this data.  Additionally IGB can handle dense quantitative graphs, routinely visualizing millions of such data points, while still maintaining real-time responsiveness to user interactions.

IGB acts as a client for version 1 of the Distributed Annotation System (DAS), allowing access to a wide variety of annotated genomes via DAS/1 servers.  IGB also contains preliminary support for DAS/2, the next generation of the DAS protocol, utilizing a number of new features in DAS/2 to optimize performance in accessing DAS annotations.

IGB can visualize experimental data generated with Affymetrix gene expression arrays and genotyping arrays.  In addition, IGB was designed to support visualization of high-density transcriptome data generated using Affymetrix tiling arrays.  It includes features to support exploratory analysis of these types of data, such as the dynamic annotation of regions of interest based on multi-parameter thresholds applied to transcriptome graphs.
Other applications can interact with IGB via an HTTP-based interface, allowing for example links in a web browser to trigger actions in IGB.   There is also a plug-in architecture, which allows customized extensions without modifying the core application.

IGB is available for download on the Affymetrix AffyTools web site at http://www.affymetrix.com/support/developer/tools/affytools.affx.  For developers, IGB source code is available under the Common Public License, an open source license.  The source code repository is accessible at http://genoviz.sourceforge.net.
Figure 2: The Affymetrix Integrated Genome Browser (IGB) displaying a region of human chromosome 21. In this screenshot DAS has been used to load mRNA and Genscan annotation tracks from the UCSC DAS server, which can be visually compared to RefSeq and Ensembl gene annotations loaded from an Affymetrix server. Also shown are graphs of transcriptional activity along this region of the genome, derived from the Affymetrix transcriptome project.
B.5.b. Apollo

Apollo is an annotation viewing and editing workbench. It provides interactive tools that allow biologists to view many different computational analysis results on a genomic region and use them, together with their knowledge of direct experimental results, to create and edit detailed annotations. Apollo has roots reaching back more than a decade and builds upon previous generations of software technology and domain knowledge. Its ancestors, which share a fair amount of “look and feel” with Apollo but almost no actual software, include ACeDB, Genotator, and CloneCurator. Lincoln Stein and Suzanna Lewis made significant contributions to ACeDB, a C++ application developed by Richard Durbin and Jean Thierry-Mieg. Nomi Harris and Gregg Helt developed Genotator4, a Perl annotation application that was widely used in the late 1990’s. Gregg Helt, who is the author of IGB, and Suzanna Lewis and Nomi Harris, who would later become part of the Apollo team, were the principal developers of CloneCurator, the first Java-based annotation-editing workbench.  Gregg Helt and Mark Gibson (who later joined the Apollo team) both worked on the BioWidgets project, which aimed to distribute reusable software components for building genome analysis and visualization tools.

Apollo began as a collaboration between FlyBase/Berkeley Drosophila Genome Project and the Ensembl project at the Sanger Institute in 2000, when the first draft of the human genome was released and the Drosophila melanogaster genome was nearly complete. Both groups realized that manual curation of annotations would be necessary, and found that the existing tools were not sophisticated enough to allow annotation editing of a large, complex eukaryotic genome. 

Apollo is written in Java so that it can be run on any platform. The first major public release of Apollo (v1.2.3) was made available in December 2002, on the Apollo website and on CD-ROMs that were distributed at the Annual Drosophila Research Conference in Chicago, IL. Since then, new updates of the Apollo software have been placed on the Apollo web site every few months. By 2005, Apollo had been downloaded over 5000 times. Apollo is the annotation editor for the Generic Model Organism Database (GMOD) project and is the editing tool of choice for an increasing number of genome centers, many of which have made changes to make it better suit their individual needs. These changes range from adding new data types to the display configuration file, to writing new adapters to enable Apollo to read annotation data from proprietary databases. Members of the Apollo community not only have helped test the software and suggest improvements; many have submitted enhancements and bug fixes to the code-base. 

Apollo is well supported and documented. Its customized installer software makes Apollo even easier to install than a Web browser. We also have recently made Apollo “web-startable”, which means that it can be launched automatically from a web page, already focused on the desired genomic region: without requiring any prior installation by the user. Apollo comes with an extensive user guide; the source code provides sufficient developers' documentation for outside groups to modify the code without help from the Apollo team. The Apollo team also consistently answers questions sent to the Apollo mailing list. By bringing together Apollo and IGB, we hope to combine Apollo’s devoted user base and history of good user support, as well as its detailed editing capability, with IGB’s fast and efficient display of large genomic regions.

Data adapters. Apollo supports a wide variety of data sources via a flexible set of data adapters. Adapters have been written for online databases such as GenBank, relational databases such as Chado, various flat file formats, and DAS version 1. There are also adapters designed to make it easy to import the output from common analysis packages, such as BLAST and BLAT. From the perspective of this grant the importance of these various data adapters is that they make this client serve as a very flexible portal. Any of multiple sources of data can be brought into the DAS framework via Apollo and vice versa.

Editing:  Apollo has sophisticated editing capabilities. Once the desired data is loaded into Apollo, the display appears very similar to that of IGB, and many other annotation display tools (an Apollo screenshot is shown in Figure 3). The critical visual difference is the blue workspace area,  where users can create and modify their own annotations. To create a new gene model or transcript, the user simply selects result exons (possibly from multiple computational results) on which to base the annotation and drag thems into the blue annotation zone, creating a new transcript.  The new transcript can then be edited by adding and removing exons and other transcript features with the Exon Detail Editor (not shown), as well as by adding comments and functional annotations such as GO associations using the Annotation Information Editor (Figure 4).

Underlying Apollo’s editing capabilities is a layer that records every change as a fine-grained transaction, which can be used for updating the original data source (so that only the aspects that have changed need to be recorded) and also permits the user to undo changes. At the moment, full Undo is available only within the Annotation Info Editor, but the Apollo team hopes to make Undo available throughout Apollo.

Other views: Apollo provides some other important views of the data that are presently unavailable in IGB. Two of the most useful are the alignment and comparative viewers. To allow users to examine the alignments between different features and the genomic sequence, Apollo has an interface to JalView, a multiple alignment viewer. Other specialized displays available within Apollo include: a comparative sequence viewer, for comparing synteny within and between species; a restriction site mapper; a GC content graph; a Find interface to search for particular features or sequence patterns (including regular expressions); and a Sequence display that enables users to view the residues of one or more features as highlighted genomic sequence. For more details on Apollo as an annotation browser, please refer to the Apollo User Guide at http://www.fruitfly.org/annot/apollo/userguide.html.
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Figure 3: Apollo genome annotation browsing and editing tool, displaying a region of Drosophila melanogaster chromosome 3. The scale (marked in base pairs) is shown in the middle of the main panel. The curated annotations for the forward and reverse strands appear in the workspace panels (light blue) close to the central axis. The features in the presentation panels (black) display various types of computational analysis results. Clicking and dragging evidence from the presentation panel to the workspace panel creates annotations. A detail panel providing information (score, coordinates, etc.) about evidence and annotations is at the left. To help clarify exon boundaries, Apollo provides edge matching: all features that have the same 5’ or 3’ boundary as the currently selected feature are highlighted with white lines. Many aspects of the display (for example, the colors and shapes of all the features, the background colors, and the orientation (horizontal/vertical) of the text information panels) are configurable.

B.6. PDB

The Protein Data Bank (PDB) is the international repository for the structures of biological macromolecules. It was established in 1971 at Brookhaven National Laboratory and is currently managed by the Research Collaboratory of Structural Bioinformatics (RCSB) a consortium consisting of researchers at Rutgers University and The University of California San Diego. The PDB currently contains over 32,000 structures and is accessed by at least 10,000 individual users per day. 

The 3D structure data currently provided by the PDB largely consists of primary data provided by the author of the structure that has been determined experimentally by x-ray, NMR or cryo-EM methods. The PDB validates deposited data for nomenclature consistency, experimental integrity and agreement with existing geometrical standards. The descriptions of biological function, related sequence annotation, secondary structure, and the putative 3D functional assembly are typically provided during the PDB annotation process. While the depositors’ view of structure data provides very valuable insights, it is desirable to incorporate additional annotation of 3D structure data from both experimental and computational sources. This may include structural domain assignments by various methods and the incorporation of features not provided at the time of deposition.  For instance, a growing number of 3D structures from structural genomics  are often deposited prior to a complete exploration of biological function.

C. Progress Report

As we compose this renewal, we are two-thirds of the way into the current grant period. We are on track for meeting our original timetable and are confident that we will successfully complete all of our main goals. The milestones for year one were: to improve and enhance the Distributed Annotation System (DAS) specification; to provide partial implementations of a DAS/2 validation suite; to begin implementation of a DAS/2 server; to extend our existing graphical interfaces so they can act as DAS/2 clients; and to provide DAS/2 support at Ensembl.

C.1. DAS/2 Specification

The work on revising the DAS specification to create DAS/2 has centered on enhancement of the retrieval protocol to support more flexible queries. In addition we have begun investigating the development of a new write-back protocol to support creation of new biological data objects and editing of existing ones.

The changes to the retrieval protocol are mostly finished. DAS/2 has been enhanced to provide for retrieval of biological objects using multiple combinations of attributes. In DAS/1, objects could only be retrieved using combinations of genomic position, object name, and object type. In DAS/2, objects can be retrieved using any combination of arbitrary attributes: for example, genes can be retrieved using GO terms or the presence of an ortholog in another species. In addition to specified XML formats for query responses, the client can request the response be in alternative formats (GFF3, for example) if the server supports the alternative format.  In addition to this, we have revamped the way that DAS URIs are constructed such that each significant biological object used by the DAS/2 system has a unique and unambiguous URI. This provides a system of global identifiers for biological objects that fulfills most of the requirements posited for life science identifiers, such as global uniqueness and scalability, without requiring the operation of a heavyweight resolver, such as the one needed by the Life Sciences Identifier Project (LSID; http://www.omg.org/docs/dtc/04-05-01.pdf).  DAS/2 identifiers are nevertheless interoperable with LSIDs and other identifiers via the attribute system. 

The write-back protocol is roughly 75% complete. We have developed a locking protocol, a scheme for requesting new identifiers, and a scheme for addressing objects that are not yet created. We have also specified the protocol for writing new objects into the database. However there are still unresolved design decisions relating to the granularity of updates. On one hand, it might be desirable to be able to address and update an individual field in an object. On the other hand, such granularity significantly complicates the implementation of the protocol and introduces issues relating to locking and atomicity of updates.  We are currently assessing these tradeoffs.

Work on the protocol is continuing and we anticipate that it will be ready for public comment by the end of spring 2005. In the meantime the most current draft of the DAS/2 specification is publicly available at http://biodas.org/documents/DAS/2/DAS/2_protocol.html
C.2. DAS/2 Validation Suite

Much of the work on validation during DAS/2 specification development has been to make sure that the specification is usable, internally consistent, and well integrated with other related specifications. Experience with the DAS/1 specification showed that the English descriptions and examples were insufficient; therefore we have translated the specification to RelaxNG, a formal schema language for XML with more expressiveness than DTDs. Using RelaxNG we have verified that the examples agree with the schema. In addition we have developed procedures to check the validity of those portions of the specification that are not expressed in XML.
We have made available a publicly accessible DAS/2 annotation server. This will be used for testing and validation of the retrieval part of the DAS/2 spec, including format validation, integrity checks, and testing of feature filters. The RelaxNG DAS/2 schema and validation software source code are also now publicly available.

C.3. DAS/2 Server Implementation

The DAS/2 annotation server implementation has focused on implementing the retrieval portion of the DAS/2 specification. A large portion of the work done during this time period has been related to project setup: development of a regression test framework, and creating class layouts and software structures for clearly representing data to be presented, server control logic, and formatting.
Approximately 70% of the query types and filters necessary for the server implementation are complete. The majority of capabilities left to implement are related to filtering of genome feature retrieval.
Data adapters have been written that allow the server to present data from multiple sources popular with the targeted user base, including GMOD's Chado database schema, GFF v3 files, and the Generic Genome Browser5 (GBrowse, which itself provides access to GenBank, DAS/1 services, and many others).
Progress has also been made toward providing the server and its prerequisite libraries and applications as easily installed system packages (specifically RPMs). This effort aims to make installation, maintenance, and configuration of the DAS/2 server easy in order to lower the entry barrier for potential data providers to set up a DAS/2 service.  We have released an alpha version of the DAS/2 server, and the source code is available as part of the GMOD code repository  (http://sourceforge.net/project/showfiles.php?group_id=27707).
This DAS/2 server implementation is now installed at das.biopackages.net, and currently provides public access to various human, mouse, and yeast annotations.

Developers at Affymetrix have also implemented another DAS/2 server in Java.  Source code for this server is not yet available, but the server is publicly accessible at netaffxdas.affymetrix.com and currently provides access to numerous annotations on human and fly genomes. 

C.4. DAS/2 Client

We have been implementing the first DAS/2 client as part of the Integrated Genome Browser (IGB), a genome visualization application developed at Affymetrix. A number of enhancements to the DAS/2 specification have been prototyped using IGB and a modified DAS/1 server. These include enabling the client to request alternative response formats from the server, letting it specify additional constraints when querying for annotations, and providing some limited write-back capabilities. However, this prototype needs to be brought up to date with the current DAS/2 specification.

We have modeled classes needed in the DAS/2 client for retrieval, and have partially implemented these classes. We have a mostly complete implementation of the client retrieval part of DAS/2, the main exception being feature filtering, which is only partially implemented.

We have also been working on making IGB easier to use in order to appeal to a wider audience. Recent improvements include data caching for some data types, a user interface for setting preferences, and browser-style book marking.

As part of the grant we have released IGB source code under the Common Public License, an OSI-approved open source license. The IGB source repository is now located at sourceforge.net, and we are experimenting with allowing write access to the repository to interested parties outside of the DAS/2 collaboration. 

C.5. DAS/2 at Ensembl

As work on the DAS/2 specification progressed, we realized that the grant funding for DAS/2 development at Ensembl would be put to better use if it was concentrated in year 2, after the specification is more stabilized. Therefore, we carried the Ensembl portion of the year 1 grant funding forward. However, over the past year there has been significant development in architecture of the pre-existing DAS/1 server on top of the Ensembl database (with funding unrelated to this grant), which helps to lay the groundwork for a rapid and straightforward Ensembl DAS/2 implementation in year 2 of the grant.

C.6. DAS/2 in caBIG

caBIO is a Java-based class library and API developed by the National Cancer Institute Center for Bioinformatics (NCICB) to provide an infrastructure for enterprise-wide data integration and visualization services. caBIO is being used along with the Globus Grid Engine and a rich set of controlled vocabularies as the basis of the caBIG project, an ambitious effort to unite NCI's  cancer centers into a bioinformatics grid that will enable the transparent exchange of data and services among the centers. caBIO version 2 includes a DAS/1 module, which allows the library to access genome annotation information that is stored at Ensembl, UCSC and other DAS servers, but support for DAS/1 was not included in the recently released caBIO version 3 because of time limitations.

Cold Spring Harbor Laboratory has recently received a contract under the caBIG project to add DAS/2 read support to caBIO version 3. This will be done using a plug-in architecture that allows one to add support for third party protocols to  caBIO without requiring source code changes to the core library. Under the current schedule, DAS/2 support will be introduced into caBIO, tested and released by the end of April 2006.

In addition, CSHL has received caBIG funding to develop two DAS/2 servers. The first will serve data from the CSHL-maintained database for the International HapMap Project (Altshuler et al. 2005), and will provide caBIG and all other DAS/2 clients access to patterns of human variation, including SNPs, their allele and genotype frequencies in four population groups, regions of high linkage disequilibrium, common haplotypes, and tag SNP sets that can be used in genetic association studies. The second DAS/2 server will provide access to the Transcriptional Regulatory Element Database (TRED), a curated repository of information on vertebrate transcription factors and their binding sites that has been developed by Dr. Michael Zhang of CSHL (http://rulai.cshl.edu/cgi-bin/TRED/tred.cgi?process=home).
D. Research Design and Methods

D.1. Specific Aim 1: DAS/2 Specification Extensions, Enhancements, and Improvements

D.1.a. Maintain and manage the DAS/2 specification

DAS/2 is intended to be a living standard that will continue to evolve to accommodate the rapidly-growing field of biological annotation. We have designed a robust and extensible standard, but no doubt issues will arise as increasing numbers of groups implement and use the standard. This is the pattern we found during DAS/1 implementation.

Our first specific aim is to develop an orderly process for managing extensions, enhancements and improvements to the DAS/2 specification. We will use a common variant of the Open Source development model known as the “Benevolent Dictator” model (http://fedora.redhat.com/about/leadership.html), in which a trusted member of the development team has final say over all changes to the standard. In this case, we will appoint Andrew Dalke, CEO of Dalke Scientific, to the role of “Spec Czar.” Andrew is not affiliated with Ensembl, UCSC, PDB, Affymetrix, the MODs, or any other heavy DAS user, and is thus in a good position to act as an impartial arbiter of proposed changes. Furthermore, in his role as the developer of the DAS/2 validation suite during the current grant, Andrew has shown himself to be a highly detail-oriented individual who has an excellent understanding of how DAS/2 fits into the broader context of the semantic web as enunciated by the WWW Consortium (W3C). Andrew will be assisted in his responsibilities by Lincoln Stein, who will act as “Benevolent Godfather” to the project. Lincoln will provide advice on major proposed revisions and extensions to the specification, but will not have veto power over the process.

The community will provide input into ongoing DAS/2 evolution through the mechanisms that we have set up during the current grant period, which consist of:

1. A SourceForge-based CVS (Concurrent Version System; http://www.nongnu.org/cvs/) repository for the management of specification source code changes. This system grants anonymous read-only access to the development process to the public. Trusted members of the community, such as developers of DAS/2 implementations, will be granted read/write permissions to the CVS repository. Initially read/write access will be granted to the PIs of the project and key persons. Read/write access will be extended as needed under the discretion of the Spec Czar and PIs.

2. The DAS/2 mailing list, the primary vehicle for DAS/2 discussion. The entire public can read the contents of the DAS/2 mailing list using a searchable archive located at www.biodas.org. Anyone can join the mailing list under an open subscription model. Once subscribed, community members can post to the list and participate in the discussions.

3. The DAS/2 feature request and bug tracking system. A Bugzilla based system (www.bugzilla.org), allows community members to post and track bug reports and feature requests. The Spec Czar will use the system to assign bug reports to the appropriate developers, and to track progress towards resolving outstanding issues.

In addition to maintaining the existing DAS/2 specification, the Spec Czar will be responsible for supervising proposals to extend DAS/2 to meet specialized needs. Already we have had discussions with MODs and other genome databases on extending DAS/2 to cover a number of important biological data types, including gene expression data, ontologies, 3D macromolecule structure, genome to genome alignments, genome coordinate remapping, biological images, and biological pathways. Later in this proposal we will describe our plans to extend DAS/2 to meet the needs for sharing information on 3D structures and for genome coordinate remapping, but we anticipate that third-party groups will be motivated to develop extensions to the DAS/2 specification in one or more of these other directions.

Andrew Dalke will continue to build and maintain the DAS/2 validation suite, an activity that is highly synergistic with his role as Spec Czar.
D.1.b. Develop DAS/2 Extensions for Genome Coordinate Mapping

One of the most aggravating aspects of genomic analysis is the fluidity of the various genome assembly versions. As members of the community work to develop and refine their annotations, whether of individual genes or for entire genomes, they need the ability to track an annotation over time, and retain all of the data they have associated with it, even in the face of changes that arise because of a new sequence assembly. The sharing of genome annotations via DAS/2 relies on the existence of common coordinate systems on which to exchange information about genome annotations. Under the current DAS/2 system, two genome databases can exchange information about genome annotations if they both use NCBI build 35 of the human genome, but will not interoperate if one uses build 35 and another uses build 36. However, in many cases annotations can be computationally “lifted” from one version of the genome assembly to another by using a careful mapping of one assembly to another.  Given such a mapping, a suitably powerful server could provide a service in which a data stream containing DAS/2 annotations expressed in one assembly’s coordinate system would be transformed into an another assembly’s coordinate system on the fly.

The DAS/2 annotation mapping specification will specify a protocol that takes a DAS/2 feature stream expressed in one genome assembly coordinate system and transparently transforms it into a DAS/2 feature stream expressed in another genome assembly coordinate system. Clients that are aware of this service can interpose the service URL into the request so that the features served by multiple DAS/2 annotation servers can be integrated and displayed even if they do not share a common coordinate system.  This protocol will be designed with input from all of the grant collaborators, including Jim Kent at UCSC.  We will also work with outside collaborators at the Sanger Institute who have added informal extensions to the DAS/1 protocol in order to perform similar coordinate mappings focused on transforms across protein alignments.  The general idea of this protocol is that given a list of regions expressed in the coordinate system of one genome assembly the server returns a list of corresponding regions in the coordinate system of another assembly.  Because there are always gaps in the mapping of one assembly to another, some annotations will fall entirely or partially into these gaps and thus not be entirely mappable.  Therefore the protocol needs to include support for indicating whether the mapping for each annotation is complete, partial, or nonexistent.  Furthermore the same nucleotide position on one assembly may map to multiple positions on another, so the protocol needs to support indicating multiple matches for same region the same region. 

The implementation of this service at UCSC will take advantage of the extensive genome alignment algorithms developed at UCSC and already in use for coordinate mapping, and is described in more detail in section D.2.b.  There are also a number of other research groups that have developed algorithms for performing genome to genome alignments, and we will encourage these groups to also implement the  DAS/2 coordinate mapping protocol to provide a standard interface for these alignments to be used to others to used to  provide alternative coordinate mapping for genome annotations.
D.1.c. Create guidelines for client- and proxy-side caching of DAS/2 data

To optimize performance, implementers of DAS/2 clients may wish to cache some portion of the data, either transiently in memory, or more stably on disk. Administrators at large research institutes may likewise wish to install caching HTTP proxies at positions of network bottlenecks, such as institutional firewalls, in order to reduce inbound network traffic. Caching is a standard part of the HTTP protocol, and therefore clients and proxies can cache DAS/2 data under the current specification. We will encourage server developers to respond appropriately to HTTP requests that make use of caching headers.  This will enable the kinds of significant DAS/2 client performance improvements described in section D.3.e.
D.1.d. Extension of DAS/2 to access and distribute 3D-structure data

That fact that the current DAS/2 specification is limited to genome sequence annotations is a historical artifact. There is a wealth of other biological data, complementary to genome sequence annotations, which a community of scientists could conceivably display, edit and exchange using the present DAS/2 infrastructure. When considering which of these different kinds of data to add to the DAS/2 specification during this phase, the primary criteria we used were scientific impact, time and resources. The dataset must be significant in size, have a distributed audience who wish to exchange data more readily, be a natural extension of genome sequence annotations, and already possess a well defined data exchange syntax. Based on these criteria we propose to extend DAS/2 to include macromolecular 3D structure.

The number of resolved structures is growing rapidly, but the current strategy for recording these structures in the public databases is not keeping up. Currently, expert PDB curators handle this step using an HTML-based tool called ADIT to manually correct user submissions. The tools used for submission are varied and idiosyncratic, and none are able to produce a fully compliant data file because there are very few constraints built into them. As a result virtually every entry requires human intervention by the curators, a costly and slow process. The biological community needs a mechanism that will allow  structure annotation efforts to keep pace with data generation. Extensions to the DAS/2 infrastructure can be used to make the dialogs both within and between crystallographers and the PDB curatorial staff more direct and efficient—thus alleviating this bottleneck.

A second benefit of applying DAS/2 to macromolecular structures is that it will enable community annotation of structures. For example, researchers who have identified functional motifs within a structure will be able to annotate the chains that participate in the motif using a third-party annotation server. No direct involvement by the PDB staff will be necessary. This type of decentralized community participation, similar to what is now being seen in Google Maps, will greatly increase the value of structural information and will encourage the development of novel bioinformatics approaches that integrate structure and function information.

An additional benefit of these extensions to the DAS/2 protocol is the ability to map DAS/2 genome features onto protein structures and vice versa. This will enable a new type of structure-aware genome annotation, in which the fact that a predicted protein is missing an exon containing an essential functional domain will become immediately obvious by comparing the gene splicing pattern to the 3D structure of a homologous protein 

We propose to extend the DAS protocol to incorporate the annotation of 3D structures. The scope of contributed annotation that could be included for 3D data is broad but will include all, or a large subset, of target conception, protein production and features of the experimentally determined 3D structure.  We will base the annotations on the PDB’s data dictionaries for describing structure annotations and experimental information but we expect some community feedback on how to support other types of data.  Example extensions include describing a putative binding pocket as a region in space, providing atom type and connectivity information appropriate for molecular modeling and linking to in-house theoretical models based on experimentally incomplete structures. Where feasible the data will be fully interoperable with the data archived by the PDB.

Accomplishing this aim requires the following: 

1. extending the DAS/2 protocol to handle coordinate files and structure-specific queries and annotations

2. implementing a DAS/2 protein structure server at PDB

3. implementing an annotation server using proof-of-principle data sets at a third party site

4. implementing a DAS/2 protein-structure client that supports 3D visualization and manipulation. 


The structure field has a long history of formalizing structure, electron density and other file formats.  As we’ve shown, the DAS/2 architecture is representation agnostic and lets a server provide several different formats for a given object.  The client is able to pick the one it understands the best.  We will continue that approach to let the reference server use one or more of the existing  structure file formats —mmCIF, PDBML and PDB.  Using an existing standard will not only make our job simpler but will also lower the barrier to entry for the community.


The PDB does have mmCIF data dictionaries for structure annotation but it does not support ready extension for new data types, like spatial annotations and links to external data.  This may require making a new format or ensuring that the relevant existing DAS/2 metadata fields are  sufficient enough to hold this data as well.  We will need to define a new format and mechanism for reference server queries by protein structure accession, sequence accession, or sequence match and annotation server queries by accession or annotation type. 


We will develop and test the protein structure extensions using the software development methodologies described earlier. This will include extension of the DAS/2 validation suite to cover the extensions. Later sections describe the implementation of reference servers and clients for the protein structure extensions.


We will base this work in part on the DAS/1 structure extensions developed by our collaborators at the Sanger Institute and supported in their SPICE client. One extension uses a custom XML format to retrieve 3D coordinate information from the server and another maps feature coordinates from the system to another. The latter service is needed because the structure community often uses the same number identifiers for key residues across all members of homologous family, as for example with Ser195, His57 and Asp102 of the catalytic triad. Insertions and deletions of non-key residues result in gaps and special insertion codes in the structure numbering.

The Sanger extensions are sequence oriented. Its structure format excludes many of the fields available from the mmCIF and PDB files, including crystallographic information. Fields like the secondary structure assignment could be moved over to the sequence annotation server but some annotations, including sulfur-sulfur bonding and beta 

barrel identification, may contain residues from more than one chain. Multi-chain features are important for structure oriented researchers and much of the time spent on extending DAS/2 for structure will be determining a good system for describing them.  Neither the Sanger nor the PDB work includes information about spatial features, like identifying the binding pocket or contact patch of a surface. Because these are still rather imprecisely defined they are good examples of annotations best provided by a third-party and not distributed by the PDB or other primary data provider.  For this proposal we will focus on multi-chain annotations, basic spatial features, and an extensibility 

mechanism to develop new annotation classes within the DAS framework.

D.1.e. Interclient Application Communication Protocol

In this section we describe our plans to extend DAS/2 to handle interclient communications. This will make it possible to run multiple DAS/2 viewers on the same computer and to have them work together in a coordinated fashion. For example, a user could bring up the DAS/2 structure browser to view the 3D structure of a protein at the same time he brings up a DAS/2 genome browser to display the genomic structure of the gene that encodes the protein. When the user selects an exon in the genome browser, we would like the structure browser to highlight the corresponding region of the structure.

To accomplish this aim we will design a lightweight notification protocol to support application-level data sharing. This will allow multiple, independent DAS/2 editing and browsing applications to behave as one coordinated application. This protocol will be independent of the programming languages used in the implementation of the DAS/2 client applications. In determining the best approach for allowing multiple local bioinformatics visualization applications to communicate with each other, we have revisited the same principles that led to our technology choices for DAS and more recently DAS/2: simplicity; platform independence; and the specification of a protocol rather than a specific implementation.  We examined previous work on messaging architectures for bioinformatics applications, particularly ISYS6 and the System Biologist’s Workbench7, but found these strategies required either coding in a specific programming language, or a messaging supervisor installed on the user’s machine.
Our favored strategy is to use UDP multicasting for the purposes of client discovery, and peer-to-peer HTTP requests for client to client communication. Multicasting is widely used in discovery protocols; it is, for example, used by the network time protocol (NTP) to discover authoritative clock servers and by DHCP clients to find a suitable address server. Multicasting is lightweight and easy to implement. However, multicasting is unreliable, meaning that packets can be lost or arrive out of order. For this reason, once two DAS/2 clients discover each other, they will switch to using HTTP to send more detailed messages to each other. Because HTTP uses the reliable TCP protocol, the chances of data loss or corruption are low. This strategy is similar to the JXTA protocol, which was used by the now-unsupported Omnigene DAS client.  However we do not think using JXTA itself is the right approach for a DAS interclient protocol due to its complexity and a shortage of full implementations in programming languages important for bioinformatics.
We will define a simple XML format for discovery UDP datagrams, and another XML format for event notification via HTTP POST calls.  A subset of the API supported by HTTP POST will also be supported by HTTP GET calls with parameters specified in URLs, allowing easy embedding of control links in web pages and other documents.  For the discovery phase, the API will specify a standard message for an application to multicast to find out which other applications are running, and a message for those for applications queried to respond with.  The response will at a minimum include information about what localhost port the application is listening on for HTTP event messages, and a unique id for the application.  Upon discovering the presence of other compliant apps, the querying app can then decide to register for event notification with the apps it chooses to.  Registering to listen for events (and deregistering) will be part of the HTTP-based event API.  With this approach there is no central registry or event channel – each application registers directly with other applications and sends events directly to other applications.

For the event API the initial set of events will consist of selection and visibility events.  The API will use URIs to identify items whose selection status or visibility are changing, so any program that can identify selected items by URIs as a sender of selection events or resolve those URIs in a meaningful way as a receiver of selection events can benefit from the API.  Thus it is not strictly necessary for applications that support this API to also be capable of accessing DAS/2 servers, but it will make it more likely that the communicating applications use the same URIs to identify the same items.  For items that can be considered as sequences (such as DNA, RNA, and proteins), the API will also support optionally indicating the range or ranges along the sequence that is being selected or changing in visibility, by use of the DAS/2 nomenclature for sequence ranges.  As the work on 3D-structure DAS progresses, we will add support to the event API for indicating 2D and 3D regions for appropriate items (like proteins) following the conventions used in that work.  Once we have a stable API for selection and visibility events, we will consider extending the API to include other events that would require more extensive use of DAS/2 XML formats used for DAS/2 client/server communication, such as data creation or manipulation.

D.2. Specific Aim 2: DAS/2 Server Implementations and Installations

D.2.a. UCSC genome annotation server

One ambitious goal of the DAS/2 project is to enable comprehensive access to annotations for all sequenced (or partially sequenced) genomes.  We feel that DAS/2 can therefore provide the greatest initial value by first establishing servers at the major sites that maintain annotations for a large number of organisms.  Both UCSC and Ensembl are convenient, central sites for accessing many types of genomic annotations data for a large numbers of genomes. In our current work, a DAS/2 server is being established at Ensembl. They will continue to serve Ensembl genome annotations via this DAS/2 server using other funding sources to provide on-going support. For this renewal we propose to establish a DAS/2 server at UCSC.


The UCSC Genome Browser web site is a popular destination for biologists interested in annotations of the human genome as well as a wide variety of model organisms.  The UCSC Genome Browser Database 8 is the database back end that supports the genome browser.  The quick response time of the Genome Browser is largely due to this database, which is optimized to support fast retrieval of genome annotation data.  It is implemented using a MySQL relational database, with a schema optimized for efficient retrieval of genome annotations and a custom indexing scheme to further improve performance.  These are exactly the kind of performance optimizations a fast DAS server needs.

UCSC hosts an enormous variety of annotation types for the genomes of many different organisms.  There is a large development team and software framework in place dedicated to adding genome annotations for new organisms, and to annotating new assemblies of previously annotated genomes.  Many annotations are submitted by analysis groups outside of UCSC for incorporation into the database.  Some annotations are results from UCSC analysis pipelines, such as BLAT alignments of ESTs and mRNAS collected from GenBank.  High throughput analysis is supported by a large compute cluster.  Reanalysis is performed on a regular basis for annotation types where new primary data is continually being generated.  For example BLAT is rerun weekly to align new ESTs from dbSNP.

UCSC currently hosts a DAS/1 reference and annotation server implemented as middleware that retrieves genome annotations and other data from the MySQL database.  Due to the impressive performance of the database, it is one of the fastest DAS/1 servers available.  However it is not a fully compliant DAS/1 server, largely due to lack of development resources, and this has led to incompatibilities with some DAS/2 clients.  We will build on this prior work by implementing a DAS/2 server at UCSC using the same technique of a middleware layer on top of the MySQL database.   We will also ensure compliance with the DAS/2 protocol by testing with the DAS/2 validation suite.  The collaborators at UCSC are enthusiastic about the potential performance improvements enabled by DAS/2.  By coupling DAS/2 protocol improvements with an extremely high performance database the UCSC DAS/2 server will be a very fast and robust DAS/2 server, and we anticipate it will be heavily used.

D.2.b. UCSC  genome coordinate mapping server

One of the most aggravating aspects of genomic analysis is the fluidity of the various genome assembly versions. As members of the community work to develop and refine their annotations, whether of individual genes or for entire genomes, they need the ability to track an annotation over time, and retain all of the data they have associated with it, even in the face of changes that arise because of a new sequence assembly. To address this issue, the UCSC group has written a coordinate-conversion utility that converts genome coordinates and genome annotation files between assemblies. The current version supports both forward and reverse conversions, as well as conversions between different species. We will make this extremely handy utility available via DAS/2. We will implement annotation mapping in the DAS/2 server, enabling DAS/2 clients to request from a server mappings of annotations from one genome assembly to another.


One problem that has plagued genomics since the genome projects first started is the issue of clashing coordinate systems.  This is a common situation that arises when annotations are created on different assemblies of the same genome, but one wants to compare their locations in some meaningful way.  DAS/1 and the current DAS/2 avoid confusion by identifying that annotations are on different assemblies, but provides no way to resolve them onto a single view.  Integrating these annotations on different assemblies requires an understanding of how to convert between the coordinate systems of the different assemblies.  And

 
Converting coordinates between genome assemblies, as the DAS/2 mapping service is intened to do, requires good whole genome alignments.  Recent progress in large-scale sequence alignment has enabled efficient genome to genome pairwise alignments.  The two genomes aligned can be two closely related species (for example, human and mouse), or two different assemblies of the same genome.  Jim Kent and others at UCSC have been at the forefront of this research.  The strategy implemented at UCSC is to first align two assemblies using BLASTZ9, a variant of the gapped BLAST algorithm modified to increase speed and sensitivity.  The resulting raw alignment blocks are hard to interpret directly, because when performing alignment of such large sequences there are many regions in one assembly that align to multiple regions in the other assembly.  Therefore the raw results are fed into an analysis pipeline that builds alignments chains, groups of ordered alignment blocks.  The chains are then further analyzed to prioritize them and build a hierarchy of chains called an alignment net10.  Once the alignment and subsequent analysis are performed, the alignment nets are stored.  hese nets and chains can then be used later to efficiently search for, given a query sequence interval on one genome assembly, a set of prioritized gapless alignment blocks in the net that intersect that interval.  And once these gapless blocks are found it is straightforward arithmetic to convert the sequence interval on one genome assembly to an interval or set of intervals on the other assembly.

The UCSC group has implemented a sequence coordinate conversion utility called LiftOver that uses the alignment nets and chains to convert genomic annotations on one genome assembly into annotations on another assembly.  Given as input a set of intervals or BED-formatted annotations with coordinates in one assembly, and the appropriate chain file, LiftOver outputs the same annotations but in the coordinates of the other assembly in the chain.  Chains are available for mapping between assembly versions of the same genome for human, fly, and other organisms.  In addition chains are available to map coordinates across species for example from a mouse genome assembly to a human.genome assembly.  At present there are only two ways to run this program: via a webpage hosted at UCSC, or by installing the executable and the alignment chain files locally. 


We will use LiftOver as the mapping engine to create a DAS/2 annotation mapping server that implements the protocol discussed in section D.1.b.  This will provide a much needed standard interface for applications to utilize LiftOver remotely.  LiftOver performs annotation mapping very efficiently, but once provided as a DAS/2 web service it may see considerable more use, and performance may degrade under heavy load.  However if this situation occurs there is already a redirection technique used to distribute load on multiple servers for the UCSC Genome Browser, and we will use the same technique to distribute load amongst multiple LiftOver servers

D.2.c. MOD installations of GMOD-based genome annotation server

While the combination of UCSC and Ensembl covers a great many genomes, the annotations for key model organisms should also be included among DAS/2 services to offer even broader annotation coverage to researchers. Therefore, in addition to helping to support DAS/2 servers at Ensembl and UCSC, we want to provide simple, straightforward protocols for any model organism database to install and support a DAS/2 server. The GMOD project provides a means for accomplishing this aim. 
There are two direct benefits triggered by MOD annotation servers. First, the research community can directly contribute third-party amendments and additions to the annotations to the curators maintaining the annotations. Second, mirrors of these annotations can be automatically updated, helping solve the major problem of data synchronicity. 

With a MOD annotation server and DAS/2 clients in place, any biologist who is analyzing these annotations can: 1) get the most recent data directly from the MOD, 2) edit and add to these annotations, and 3) write back their recommended changes to their community database. The MOD may adopt whatever strategy they prefer for incorporating these communications into the central database. For example, the changes may be automatically included as additional opinions on existing annotations, or they may go through a review process and replace current annotations. Whatever operational procedure is adopted, the key point is that the annotations can be exchanged using a well-specified format (DAS/2) and will not be lost, even if the underlying genomic assembly changes.

Another benefit is that mirror sites like UCSC that maintain their own local copies of the annotations will have an automatic means of ensuring that their copies remain faithful to the central, authoritative version. At the present time, the UCSC copy of annotations from other organisms is installed manually. A person must take the initiative and carry out the necessary commands to retrieve and install the data locally, an inherently unreliable approach. By using the MOD’s DAS/2 servers, this step can be easily accomplished by a script. 

During the current project period, we implemented a preliminary DAS/2 server that works with existing GMOD components and contributed this to the GMOD project. This server can retrieve data from the core GMOD database, Chado, and provide it for display to the GMOD visualization clients, GBrowse, IGB, and Apollo. Our aim now is to move from this alpha release to a fully featured production release, and collaborate with the other contributors to the GMOD project to ensure there are DAS/2 servers installed for comprehensive coverage of model organism genome annotations.  Deployment into production-level reliability presents a significant challenge. We will work with the GMOD community to evaluate the effectiveness and ease of use of this preliminary version, to provide technical support to the MODs, and to make all of the modifications necessary. 

Lincoln Stein, who is a key organizer of the GMOD project, will work with GMOD developers at WormBase, FlyBase, SGD, DictyBase and other MODs to maintain a high level of support throughout GMOD for the DAS protocol (see also letters of collaboration). This support will take the following forms:

1. Encourage the GMOD community to take up and use the Chado-based DAS/2 server.

2. Update the Bio::Das Perl client library to support the DAS/2 enhancements and extensions discussed in this proposal.  Bio::Das is used by Bio::Perl, an essential component in most bioinformatics developers’ toolkits, and its incorporation into Bio::Perl will make it possible to script against DAS/2 data sources.

3. Update GBrowse (Stein et al. 2002) to act as both a DAS/2 client and a server (it currently supports DAS/1 only). Because most MODs now use GBrowse as their standard genome browser, this will provide MODs with a low-friction way to make their gene and genome annotations available as DAS sources, and at the same time will provide researchers with DAS/2 data access inside a web-based genome browser that they are already familiar with.The GMOD community is motivated to work with us to accomplish this aim (see letters of collaboration) and we must respond in a responsible manner to their needs. The end result will make it as straightforward as possible for any MOD using GMOD software components to offer a DAS/2 server to their community, thereby ensuring that the coverage of model organisms is as comprehensive as possible.
We will make installation, maintenance, and configuration of the DAS/2 server as easy as possible for a system administrator and lower the entry barrier for potential users to provide a DAS/2 service. Extensive beta testing and quick responses to any problems reported will ensure that both the DAS/2 servers and client applications will have broad adoption and utility across the research community.

We are requesting funding for the work on the Bio::Das Perl client library. Other activities are covered by existing GMOD support.

D.2.d. PDB 3D-structure reference server

The overall 3D structure server architecture will follow the lead of the genomic specification by splitting the roles between a reference server responsible for providing and searching the 3D structure data and a set of annotation servers describing features of the reference structures. We will develop a reference server, which will be integrated with the services available from the PDB. The specification will not preclude other server implementations, for example, for mirrors of the PDB or to local servers for in-house annotations of newly resolved structures and theoretical models. We will also develop a lightweight structure annotation server suitable for installation in the laboratories of community members.
The role of the reference server is to provide primary structure data and associated annotations to DAS clients. The reference server will support sequence matching queries and queries for specific PDB entries. The former type of query will return a ranked list of entries with similar protein sequences and the latter will return references to structure data files in one of the PDB archival file formats: mmCIF, PDBML or PDB11. The reference server will also support a discovery query for the list of supported annotations. The specific protocol for these queries will be developed as part of the DAS extensions described in the previous section. 

The reference server at the PDB will be assembled largely from existing components. For interpretation and generation of the DAS protocol, existing Java classes will be reused or extended. PDB accession searches will involve a lookup in a MySQL database, and sequence comparison queries will be performed using existing tools (FASTA  and BLAST). 

D.2.e. Annotation server for 3D structure data

The role of the structure annotation server will be to deliver the annotations to DAS clients.  It will follow the PDB’s existing general feature description data model though likely with additional support for defining new annotation types. Using the ontology extensions already present in DAS/2, the annotation server will allow clients to discover which annotations are supported and query the annotation server by record identifier, optionally limited by structural feature and annotation type. For instance, it will be possible to focus on the properties of a specific protein chain within a structure.
A version of the annotation server will be available from the PDB and will be responsible for serving the PDB’s core structure, functional and experimental annotations including fold classifications from SCOP and CATH, Gene Ontology (GO) functional annotation and related diseases from OMIM.  The data is already available in mmCIF and PDBML formats and stored and searchable via a MySQL database.

The major task in building the annotation server is the development of the application layer required to support feature selection queries. Other components required to support the server can be reused from existing applications. Tools to manage data annotation data in PDBML format have been developed by the RCSB/PDB 11. For interpretation and generation of the DAS protocol, existing Java classes will be reused or extended. All of the components of the annotation server will be designed for cross-platform use and will be available under an open source license. 

Once the prototype server is developed and tested we will encourage collaborators to contribute annotations or establish satellite annotation servers.
D.3. Specific Aim 3: DAS/2 Client Implementations and Installations

D.3.a. Implement DAS/2 3D-structure visualization client

An important aspect of extending DAS for structure data is the development of a client browser application which provides for the visualization of new structural annotations and related sequence annotations from existing DAS applications. The browser will be able to download and display structure data files from the structure reference server, interpret and display structure annotations from reference and annotation servers, present a correlated view of protein structure and sequence, and map sequence annotation to sequence display. The browser functionality will evolve as the availability and categories of structure annotations grow. For example, it would be valuable to visually differentiate multiple protein domain assignment annotations made by different algorithms and to assist the user in constructing queries for common structural annotations. 

The 3D structure field uses a very diverse set of visualization tools.  A short and incomplete list includes O, Rasmol, Chimera, PyMol, and VMD.  Most have years if not decades of development time behind them.  We will not be able to replace any of them nor do we wish to do so.  Instead we will encourage the existing developers to include DAS/2 client support in their tools and help them understand and implement the specification.

It is unlikely that this will happen until we have a solid specification and servers providing real data.  To get to that point we will need to develop a reference visualization client so we can get feedback during the specification development process.  It will also serve as a promotional tool to show how DAS/2 can be used to combine structure and genomic data.  The Sanger Institute has a 3D structure visualization program named SPICE12 that already understands their structure extensions to DAS/1.  We intend to collaborate with developers at Sanger to modify SPICE to work with the developing DAS/2 3D structure protocol.
D.3.b. Implement interclient communication protocol in IGB, Apollo, OBO-Edit, and the 3D-structure viewer

We will implement the event and discovery API (described in D.1.d) in both Apollo and IGB and use these two applications as a testbed for further development. This is our first milestone, and consists of the following capabilities: mutual selection, coordinated zooming, and fully conveying annotation edits (add, modify, and delete) from Apollo to IGB. Once this milestone is reached and the API is relatively stable we will expand to implement this API to include OBO-Edit. This second milestone will be complete when the plug-ins for configuration and navigation are fully operational and the existing mechanisms for display configuration and navigation can be retired. The final milestone is implementing this API within the DAS 3D structure client discussed in D.3.a.  This will enable provide coordinated selection of sequence regions with corresponding portions in the protein structure. We will work with others to support this API in their DAS/2 clients and other bioinformatics visualization tools. This will have a significant impact on the number of client applications available a user can interact with that behave as a single cooperating suite. 

We feel this API meets our goals for enabling coordinated visualization of bioinformatics data across different applications while following the general principles that continue to guide DAS development: simplicity, utilization of basic web standards, and low barriers to entry.  The use of the HTTP protocol greatly simplifies the integration of Apollo and IGB, as well as other future applications. It does not require applications to understand the internals of the other applications; each client simply sends out and receives generic HTTP events and need not know anything about the recipients/sender.

D.3.c. Implement stronger support for the Sequence Ontology in Apollo and IGB, and the 3D-structure viewer

As mentioned in the background section, the thorny problem of semantic uniformity was initially deferred by the DAS project. However, if we are to successfully exchange data, whether among client applications or between client and server, the problem has to be addressed. The Sequence Ontology (SO) provides a semantic framework that describes sequence feature types and the relationships between them, and thus governs the rules of logical inference that software can reasonably apply (e.g. ORF is not logically part_of miRNA, or LTR is logically part_of LTR_retrotransposon). The DAS/2 protocol requires that annotation types be described by URIs that reference an ontology, and particular terms in the ontology.  It is strongly recommend that the ontology used be a version of the Sequence Ontology (SO).

Though the SO is used to describe the annotation types available from a server, a DAS/2 client that does not understand ontologies can simply treat these SO terms as opaque URIs.  However, there are good reasons to integrate more awareness of SO into DAS/2 clients.  One reason is to allow clients to configure style parameters based on ontology terms and have those parameters apply to all subclasses of the term.  Another motivation is to ensure semantic compatibility among clients, for a common terminology will often be required if clients communicate with each other via the interclient messaging protocol (see specific aim 1).  Foremost among the reasons for ensuring SO-awareness is that it is required for the de novo creation of new annotations, as is done in Apollo, where the annotation type may not be present in the data that is originally loaded. By making the clients cognizant of the SO it is possible to add annotations to the sequence for any feature type, and to ensure that the various sub-parts are constructed appropriately—even if the client has never encountered this type before. 

Currently neither IGB nor Apollo is inherently aware of the SO. IGB treats the ontology term references from the DAS/2 server as opaque URIs, and assumes the feature hierarchies returned by the server are compliant with the “part_of” relationships in SO.  Apollo’s compliance with SO is maintained via a configuration file; therefore Apollo only knows about sequence feature types in this file, which is often manually edited.  This approach has become increasingly awkward, as was made clear when data adapters for the Chado database were implemented in Apollo.  Chado is SO-compliant, and it was therefore necessary to specifically inform Apollo of each new data type that appeared by adding each one to the configuration file.

We have already made some progress towards making Apollo completely SO-compliant. Some of these improvements include handling alternate non-gene annotation types (e.g. transposable elements), removing the hardwiring to three-level (gene/transcript/exon) annotations, and allowing the configuration file to specify the number of levels in each data type. We will now need to enable Apollo to cope with arbitrarily nested feature types (for example, transposons can have genes which have transcripts which have exons, so four levels are required, while a SNP requires just a single level). Adding this necessary flexibility will involve changes on many levels: primarily providing access to the SO by IGB, Apollo, and other clients, and modifying to the data models to utilize the SO for typing and constraining feature hierarchies. The number of levels for a given annotation will be determined dynamically by navigating downward through the SO term classes. We anticipate that this will provide a solid foundation for other groups to build upon, adding domain-customization to appropriately render unusual features, new display windows, and specialized mechanisms for editing features.

Biologists who are using Apollo or IGB will need to navigate the SO, using it to find appropriate terms to specify a feature’s type (e.g. to tell Apollo that this feature is a RNApol_II_promoter), and appearance (a dark green squiggle). Apollo will need to navigate the SO to determine what features can reasonably be added as parts of any given feature (e.g. a RNApol_II_promoter feature may have an BRE_motif as a child). Whether it is a person or a program that needs to navigate the SO, we have a tool already available for doing this: OBO-Edit. OBO-Edit http://www.godatabase.org/dev/java/dagedit/docs/index.html) is a Java application, developed by a member of the Lewis team, that provides an interface for browsing, querying, and editing a vocabulary that has a directed acyclic graph (DAG) data structure. It is the tool of choice for developing and managing the SO, which is maintained in OBO format. The most current version of OBO-Edit can be downloaded from the publicly accessible source repository at SourceForge. There are two architectural features of OBO-Edit that make it amenable to extending it for our purposes: it is easy to plug in new user tools, and the display layout is easily configured. This, together with the client application communication protocol described previously, offers a straightforward, extendible way of incorporating any ontology into other data-driven client applications. In this case the SO, but it could easily be any other ontology that a client wished to exploit for describing the data it is presenting to the biologist. The OBO-Edit display layout is configured in an XML file and we will customize this file so that only the browser panel, the find panel, and two panels containing our two new “plug-ins”, appear before the user in the OBO-Edit window.

We will use the existing OBO-edit display to provide biologists a way to browse the SO. We will use the inter-client communication interface to target a particular SO term when a user selects a feature in IGB or Apollo. For example, if they select a conserved_region, this term can be automatically centered upon and highlighted in OBO-Edit. Conversely, they might choose to select a term and all features of that type could be selected in IGB or Apollo.
Allowing a user to specify how a feature should be displayed can be achieved by writing visual configuration plug-ins for OBO-Edit for the different clients. This will offer, through standard GUI components (buttons, menus, color palettes, and text boxes), a means of customizing the values for the various display options in those clients. For example, some of the options in the case of Apollo would be: feature color, score threshold type, shape (glyph) from a list of available glyphs, column headings for tabular displays of auxiliary data (e.g. length, feature identifier, etc.), and a URL for pulling up web pages when the feature is double-clicked. The plug-in would be able to both read and write these user preferences to the client application’s configuration file.
Apollo users will be able to specify feature type using either Apollo or OBO-Edit. Within Apollo the existing menu of feature types can be used. The menu will be populated with the features types that are already loaded into Apollo, the assumption being that biologists are most likely to continue adding features of the same type. We will also add a text box to Apollo's AIE interface to allow users to simply enter the feature type, and this will be validated against the SO as they are actively typing. Reciprocally, users may browse the SO in OBO-Edit to locate a particular feature type. We will add another plug-in to OBO-Edit (a button to click) to allow a user to indicate that they wish to change all of the currently selected features into a particular featuretype. The action of pressing the button will deliver this information to Apollo via the client-communication protocol.

To permit navigation of a feature type’s list of parts, we will once again make use of the inter-client communication protocol. Apollo will receive the list of parts for a feature when OBO-Edit sends out the feature-type that it is selected .  For example, for “RNApol_II_promoter”, Apollo would receive from OBO-Edit all of its potential sub-features: BRE_motif, CAAT_signal, DPE_motif, INR_motif, PSE_motif, TATA_box”, any of which a user may then add as annotations on that parent.
Apollo currently has a small set of shapes, known as glyphs, for displaying different types of features. These current include rectangles (for exons) connected by straight or peaked lines (introns), triangles (transposons insertions), zigzags (unfinished sequence), and several other styles.  We will need to extend this alphabet of glyphs to help visually distinguish between different SO types and display them in a way that makes sense to biologists.  Apollo uses a pluggable architecture for new glyphs so it is relatively easy to add new ones to display different data types.  The question of whether or not to create a new glyph or reuse existing glyphs is a decision that must be driven by the needs of the biologists.  In addition to new glyph types, we will need to add the ability to display nested types (for example, transposable elements that map to genes) in a hierarchical manner (currently, each transposable element is simply a separate drawable). The OBO-Edit plug-in for the configuration of visual style will create a palette of all the available Apollo glyphs that can be used, and thus provide examples, for separately configuring any given SO type (the default being a rectangle). 
In summary, Apollo and OBO-Edit will use the communications protocol for exchanges to: select a term, select features of a type, configure style settings, and assign features an annotation type  Apollo will be re-factored to use this new mechanism for feature type indication. Two plug-ins will be added to OBO-Edit: one for visual configuration; and a second for feature type selected. 

As mentioned earlier, IGB and Apollo are complementary applications and our work will accentuate their differences. This does not necessarily mean that we will remove all redundancies between these two clients, because redundancy can benefit the user. In situations where it makes sense we will actually work to make the two clients even more similar: for example, enabling a shared configuration file so that the color used for each feature type is the same in the two applications. Having said this, Apollo and IGB will largely provide unique functionality, and the distinguishing mark of Apollo is its extensive, easy-to-use editing capability. As a genome editor, for correcting and noting genomic features, Apollo stands alone.  It is a tool that is not dependent upon the complete infrastructure of a genome center, and is a tool that can be adopted by members of the community themselves. This is validated by the number of new groups, those without a legacy, who are choosing to use Apollo for annotation as sampled in our letters of support, With DAS implemented within Apollo, communications between biologists will be tighter, faster, immediate, and graphically direct. With SO implemented within Apollo, biologists will be free to add any new feature type (yet in a controlled way). We will continue to develop Apollo’s annotation editing tools by means of collaborations. There are currently two biological research groups who have plans to develop specialized feature editing capabilities for their particular research needs: the International Rice Research Initiative (IRRI) and the Drosophila Heterochromatin Genome Project (please see letters of support). A third group (one of the earlier Apollo developers) is interested in added visualization targeting comparative studies. These Apollo software developers will be funded from their own grants; however, we will provide expertise (as described below) and will be responsible for providing a regression test suite so that other groups can safely extend Apollo’s ability to annotate new biological feature types. 
D.3.d. Implement full support for DAS/2 write-back in Apollo to provide DAS-based curation 
The MODs, which have taken on responsibility of maintaining biologically accurate genome annotations of "their" organisms, rely upon their organism community for corrections and amendments. This exercise, improving and extending the biological ‘truth’ of the annotations, requires capturing the accumulating knowledge of the scientific experts. At present, improving genomic annotations is an awkward process, as it is largely done in text, rather than graphically. When a biologist wishes to comment on an annotation they compose an e-mail message, saying for example, “I believe we need to add an exon at the 3’ end of feature XYZ starting at base 456789 to base 456890 on assembly v1.3.” (at best). Capturing these amendments, transmitted as prose, is both excruciatingly slow and highly error-prone. Submission and correspondence regarding genomic annotation is not WYSIWYG (What You See Is What You Get). Using the DAS/2 infrastructure, we will address this critical problem and enable the biological community to communicate their commentaries on genomic annotations in a graphical, intuitive way.

 We will enable researchers, who specialize in particular organisms or genes, to retrieve, annotate, and directly submit amended annotations to the repositories that are the stewards of those data, as well as to post and exchange their annotations with colleagues: i.e. distributed annotation. Starting with the Apollo and IGB code bases we will implement write-back capability. This will give the community of biologists a direct means of submitting third party annotations to central repositories. This software will be freely available, open-source, and well documented; it will support curation and editing of annotations.

In order for a DAS/2 client to be useful for community annotation, it must include write-back capability so that members of the biological community can communicate their new annotations or changes to existing annotations to a central repository. Our work on Apollo’s Chado adapter, which allows direct write-back to a Chado database, will form the basis of this new DAS/2 write-back capability. Inside Apollo, all new annotations and changes to existing annotations are tracked by means of fine-grained transactions, which can then be used to decide exactly which data elements need to be written to the database. This approach is much faster and less error-prone than the more straightforward method of rewriting the entire current dataset to the database whenever anything has changed. Wiping out and inserting the entire dataset has the additional problem that any non-Apollo data associated will get lost in the process, where fine grain transaction based edits preserve external data. Apollo also saves a transaction file that provides a permanent record of the changes that were made, including the date and time and the author.  Apollo’s transactions will be used to write edits back to a DAS/2 data source.

The approach we implement to allow DAS/2 clients to write back to a database will support client-side data caching to improve performance, and interim saving of data during editing sessions to guard against loss of work due to database crashes. To deal with synchronization (preventing two users from trying to write the same annotation object to the central database simultaneously), DAS/2 provides a mechanism for locking a specific region of the genome or a particular feature or set of features.

The write-back protocol will employ the HTTP transactions that DAS/2 uses to communicate with applications. Each write-back request will conform to the DAS2XML-formatted feature response, indicating the genome, sourceid, version, and feature id (new features will be assigned temporary ids). The types of new objects that can be created include new features, new properties, and new feature types. In the case of updates, the request must include the URL identifier of the object to be updated. Information in the feature record itself will include the type, name (which may or may not be the same as the id), date created, date modified, location, ids of any parent and child features, and any properties associated with the feature. This content maps well to Apollo’s datamodel, which should simplify the process of adding DAS/2 write-back to Apollo.

D.3.e. Optimize client performance

We believe that for interactive software tools, large increases in performance (an order of magnitude or greater) and the ability to load and visualize large amounts of data result in not just quantitative improvements in performing tasks with the application but also a qualitative shift in how the tools are used.  We have observed this with biologists using IGB, which already employs some of the techniques discussed below: a number of people have described a shift in how they think about exploring genomic data.  Perhaps the most interesting analogy we’ve heard is that it’s like the difference between peering out a portal at the genome versus being on the deck of the ship.

High performance was not a goal when DAS/1 was originally designed.  Simplicity and generality took precedence.  This has proved to be a limitation, especially for interactive visualization clients where responsiveness can be critical to determining a tool’s usefulness.  In our current work on the DAS/2 protocol we have improved performance in various ways.  The biggest potential performance improvement we have added is the ability to use alternative content formats to represent annotations, and a mechanism to allow client and server to negotiate on what format to use for a particular annotation type.  While what you can say about an annotation is more restricted in many of these formats when compared to DAS/2 XML, for many types of annotations they are sufficient, and require significantly less bandwidth.  This only improves performance if the client and server agree on a commonly understood format, but we expect that many DAS/2 clients and servers will incorporate this feature for common annotation formats like GFF and BED (both of which require less bandwidth than DAS/2 XML), especially considering there is a wide range of open source software available for generating and parsing many such formats.  We will actively encourage client and server developers to agree to support a small set of these alternative formats, thus increasing the likelihood that annotations can be returned in these more efficient formats when appropriate.

In addition to utilizing alternative annotation representations, we propose to develop two additional approaches to considerably reduce the server load and network traffic involved in using DAS/2 by reducing the number of redundant features (features that are returned multiple times to the client): query optimization and caching.  We also propose to combine these three methods in a hybrid approach that leverages the benefits of each.

The first approach is to employ query optimization based on what has already been done in the current session.  Consider a typical use case for a DAS/2 visualization client where a biologist is looking at a region A of the genome and the client has retrieved annotations of various types that intersect that region.  The user then wants to zoom out and look at the same set of annotation types, but for a larger region B centered on the original region A.  In simple clients this results in a  request to the server for all annotations of the specified types that overlap region B.  But since A is a subregion of B, all the features the client has already received for region A are also returned again.  This can be a serious performance concern, depending on the size of region A relative to region B, especially if the client is doing this repeatedly while the user zooms out in small increments.  Since the client already has received the features for region A, a smarter client could keep track of the regions that have already been requested, perform a query decomposition, make separate queries for features that intersect the two subregions (C and D) of region B not covered by region A and integrate the features returned with those it already received from the previous query.  This will reduce the number of redundant features returned, sometimes significantly.  However it still possible to get redundant features because features that intersect C or D could still also intersect A, and if C and D are small compared to A this is quite likely.  To reduce this redundancy, a client can also request a Boolean AND of an intersection filter and an inside filter, and combined with the fact that DAS/2 regions are specified as half-open intervals, repeated use of this kind of request provides an elegant way to ensure that there are no redundant features returned.

The second approach is to employ HTTP caching techniques, and to embed a persistent local cache in the client.  This leverages our decision in developing DAS/1 and DAS/2 to use HTTP GET for our query protocol, rather than a remote procedure call strategy such as SOAP-RPC over HTTP, which uses POST rather than GET.  The standard HTTP protocol includes an elegant technique to support caching of GET responses, but not POST responses.  Almost all modern web browsers use these HTTP caching techniques to implement a persistent local cache to improve performance for previously accessed resources.  Servers can specify via HTTP headers in their response to an GET request whether the resource can be cached, how long it is guaranteed to be fresh, and when it was last modified.  Clients can use this information to determine which resources to cache to persistent storage, and when a cached resource has potentially gone stale and needs to be revalidated with the server.  For revalidation a client sends an “If-Modified-Since” header to the server with the date that the resource was still considered fresh.  If the resource has changed since that date then it is returned as usual and replaces the previous version in the cache.  If the resource hasn’t changed since the given date then an HTTP status code of  304 “Not Modified” is returned with other headers but no content, and the client can use the previously cached version.

The current version of IGB contains prototype implementations of all three of these performance improving enhancements to speed up DAS/2: negotiation of alternative content formats, query optimization, and caching.  IGB can negotiate with a server to retrieve annotations in GFF, BED, PSL, and several binary formats if the server supports them.  This code is integrated into IGB, but we propose to reimplement it so there are no dependencies on IGB and base it on a modular architecture for plugging in different content handlers and parsers, thus allowing integration into other Java-based DAS/2 clients such as Apollo.  IGB also includes a prototype of the query optimization strategy discussed above.  This code is also tightly integrated into IGB, but again we propose to reimplement this code to make a DAS/2 query optimization component that can be reused by other  Java-based DAS/2 clients.  We will also publish documentation on how to use capabilities of the existing DAS/2 specification to design other implementations that use this query optimization.  For client-side caching, we had hoped to find an open source caching library that we could integrate into IGB.  However, the only open source Java caching tools we found were for server-side caching, and were tightly integrated into larger web application server frameworks.  Therefore we wrote our own HTTP caching module for IGB.  It is currently a partial implementation, but already significantly improves performance for cacheable data accessed via HTTP.  If a lightweight, open-source, standalone HTTP caching Java library becomes available, we will likely adopt it.  Otherwise we will continue to develop our own, making it a self-contained library that other developers can reuse separately from IGB if desired.

We are also proposing to develop a hybrid approach that combines query optimization with caching.  Standard HTTP caching works by caching data for specific URLs, but if a DAS/2 client is requesting annotations based on regions that a user is viewing, these URLs will rarely be identical across sessions.  Therefore for caching to work well with DAS/2 annotations requests that use region filters, the client will need to first perform a query optimization by breaking the query down into separate queries into subregions that are already persistently cached on the client and other subregions that have not been cached.  This approach will be implemented once caching and query optimization are performing well.
D.3.f. MOD installation and modification to DAS/2 clients to support custom visualization and curation

We are highly encouraged by advances that DAS has made, and its growing adoption by the genomics community.   We anticipate even more participation as developers begin extending existing client applications and building new ones. This growth is the desired outcome of an open-source project, but it does require continued management to foster cohesion and inter-operability. 

The SO introduces many new biological types to the clients. For particular research projects, these new types may merit individualized graphics and editing operations. For example, repeats and mobile elements are important in genome evolution and architecture, and are therefore of key interest to many biologists.  The fact that transposable elements nest within one another, have additional structures (e.g. terminal repeats), and can leave fragmentary traces behind means that they require specialized graphics for display and tools for describing their complex structure and genomic relationships. Such projects, which will be extending Apollo or IGB or even adding new clients to meet the biological requirements (see letters of support), will need support. Therefore, we will organize training workshops for developers, review externally developed software and integrate extensions into the shared codebase when appropriate.

We will maintain up-to-date user and developer documentation. Apollo already has fairly comprehensive documentation, including an extensive user manual and developer documentation. We will continue to keep this up-to-date as the code changes and new features are added. We will also be generating comparable documentation for IGB and the client-communication protocol. The latter is will be tremendously important in allowing new client applications to communicate with the existing clients.
Likewise we will answer routine questions regarding the protocol, server/client installation, and other DAS/2 software in a timely way. Our approach to user help is straightforward and reliable, and works well in practice thanks to the high level of responsibility and involvement of everyone involved. Everyone in the project receives all mail that goes to the DAS mailing list, whether it is for general help, bug reports, implementation questions, or to post relevant announcements. The mailing lists are monitored to prevent re-broadcasting spam. Responsibility for ensuring that replies are sent out is rotated around the project. Anyone who feels qualified to reply to a particular issue is free to do so; the overseer of the month simply ensures that no mail is unanswered. Our distributed user support system has some significant side benefits as well.   Having full-participation help means that everyone invests some of their time in thinking about end user problems.   This is a splendid way for us to find shortcomings, and some requests for help engender considerable internal discussion and occasionally revisions in our approach.

Bug reports and feature requests are created, assigned, tracked, and archived on the biodas web site (http://biodas.org/documents/biodas-bugs.html). These may be posted by anyone, either inside or outside of the core project team. The DAS developers will be responsible for seeing that bugs are fixed (and the fixes are recorded) and that feature requests are prioritized, and implemented when appropriate.

E. Human Subjects

Not applicable.

F. Vertebrate Animals

Not applicable.
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H. Consortium/Contractual Arrangements

We will have consortium arrangements with Cold Spring Harbor Laboratory (Lincoln Stein, M.D., Ph.D., Co-Principal Investigator) and Lawrence Berkeley National Laboratory (Suzanna Lewis, Co-Principal Investigator). Please see the following Statements of Intent to Establish a Consortium Agreement. 

I. Appendix A. Intellectual Property

In the body of the grant we have stated that all of the deliverables for this grant will be freely available and open source. This appendix further details the availability of DAS/2 specifications, data, and software.

Specifications

All documentation for the DAS/2 specification, including the formal specification, tutorial, etc. will be published on the DAS web site, www.biodas.org. Each significant revision of the specification will be published on the site and announced on the DAS mailing list.

I.1. Software


Source code developed jointly under this collaboration will be copyrighted jointly by the collaboration members involved, and software developed by one of the collaborating groups may be copyrighted jointly or by the sole contributor. These copyrights are solely for the purpose of protecting the integrity and attribution of the work. Pre-existing software contributed by collaborators will retain its prior copyright.

All software developed in this grant will be released under an open source license approved by the Open Source Initiative (http://www.opensource.org). Availability of the software will be announced on the biodas web site, and links will be provided on the web site for downloading the software. Announcement of significant software releases will also be made on the DAS mailing list. The source code will furthermore be made available via an anonymous CVS repository linked to from the biodas web site. 
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	SA1: Improve, enhance, and extend DAS specification
	
	
	
	 
	
	
	
	 
	
	
	
	

	Oversight
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	Fine-grained writeback
	 
	 
	 
	 
	
	
	
	 
	
	
	
	

	Annotation propagation across assemblies
	 
	 
	 
	 
	
	
	
	 
	
	
	
	

	3D structure
	
	 
	 
	 
	
	
	
	 
	
	
	
	

	Client to client communication
	 
	 
	 
	 
	
	
	
	 
	
	
	
	

	Client-side caching
	
	 
	 
	 
	
	
	
	 
	
	
	
	

	Validation suite
	
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 

	 
	
	
	
	 
	
	
	
	 
	
	
	
	

	SA2: Implement and install DAS/2 servers
	
	
	
	 
	
	
	
	 
	
	
	
	

	GBrowse as DAS/2 server
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	UCSC annotation server
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	UCSC genome coordinate mapping server
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	MOD annotation servers
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	PDB reference server
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	PDB annotation server
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	 
	
	
	
	 
	
	
	
	 
	
	
	
	

	SA3: Implement and install DAS/2 clients
	
	
	
	 
	
	
	
	 
	
	
	
	

	Apollo as DAS/2 client
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	GBrowse as DAS/2 client
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	3D structure visualization client
	
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 

	Interclient communication: IGB and Apollo
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	Interclient communication: Apollo and OBO-Edit
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	IGB SO compliance
	
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	Apollo SO compliance
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	Shared configuration for Apollo and IGB
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	Client performance optimization
	
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 

	Apollo writeback
	
	
	
	 
	 
	 
	 
	 
	 
	 
	 
	 

	Install clients at MODs
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	Documentation and support
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 
	 

	
	
	
	
	
	
	
	
	
	
	
	
	

	Key:
	
	
	
	
	
	
	
	
	
	
	
	

	 
	 
	
	Design activity
	
	

	 
	 
	
	Development activity
	
	
	
	
	

	 
	 
	
	Maintenance activity
	
	

	
	
	
	
	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	
	
	
	
	


Milestones (by Specific Aim)

SA1:


1Q1: Begin filling key positions and installing clients at MODs








1Q3: Release preliminary DAS/2 specification for RFCs









2Q1: Release final DAS/2 specification











2Q3: Release complete DAS/2 validation suite

SA2:


1Q2: GBrowse now functions as a DAS/2 server


1Q2: DAS/2 annotation server installed at UCSC


1Q3: First MOD DAS/2 server installed


2Q2: Genome coordinate mapping server installed at UCSC


2Q4: Release PDB reference server


3Q1: Release PDB annotation server

SA3:


1Q1: GBrowse DAS/2 reader released


1Q1: First client installed at a MOD


1Q2: Apollo DAS/2 reader released


1Q3: Apollo/IGB interclient communication (coarse-grained)


2Q2: Apollo/IGB interclient communication (fine-grained)


2Q3: Apollo/OBO-Edit interclient communication


2Q3: Apollo DAS/2 writeback--alpha release


2Q3: IGB SO-compliant


3Q1: Apollo SO-compliant
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Annotation Server 2





Annotation Server 3
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WI1029





AFM820





AFM1126





WI443
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Annotation Server 1








� co-PI Lincoln Stein later became the chief software architect for the WormBase database
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